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Column-based data layout is 
more beneficial for data 
streaming than row-based 
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Iron Vector

Vanilla Flink Flink with Iron Vector accelerator



Columnar Data Layout
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SIMD / 
Vectorization

Encoding and Data SkippingBetter Cache Locality

Values of the same type are 
stored contiguously in 
memory.

This allows CPUs to process 
multiple values with a single 
SIMD instruction and makes 
vectorized execution much 
more efficient.

Columns compress efficiently 
with techniques such as 
dictionary encoding and RLE, 
reducing memory footprint 
and bandwidth.

Queries can also read only the 
columns they need, avoiding 
unnecessary memory access.

Columnar data packs relevant 
values close together in 
memory.

More data fits into CPU cache 
lines, sequential access 
makes hardware prefetching 
more effective.





Apache DataFusion Comet 1.0.0 TPC-DS 
compared with Apache Spark 3.5.x









Idea: take a Flink pipeline 
and execute it using 
DataFusion in runtime.
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How do you even 
start?
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Two Levels of Abstraction

Logical Physical
How a high-level representation is 
converted to a graph of operations

How a graph of operations is executed 
in runtime
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SELECT …
FROM …

Projection …
    Scan …

SourceOperator, StreamFlatMap, 
KeyedProcessOperator







EXPLAIN



DataFusion also has logical 
and physical plan 
abstractions. Can we map 
Flink’s plan to DataFusion’s?
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Flink Plan → Substrait → DataFusion Plan



Flink Plan → Substrait → DataFusion Plan
Use Calcite Use datafusion-substrait





How can we actually execute 
this plan? DataFusion 
operates on columnar (Arrow) 
data.
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DataFusion
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Idea #1: Replace the whole 
runtime
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Replace TaskManager’s JVM execution 
with native DataFusion executor

Gotchas:

● Networking layer (shuffles)?
● Checkpointing?
● Failure recovery?
● Connectors?

Flink TaskManager



Projection
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Idea #2: Replace individual 
operators
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Replace some of Flink’s operators, keep 
everything else the same

Gotchas:

● Row-to-Column and Column-to-Row 
operations are HORRIBLY SLOW.

Source

Filter

IntervalJoin

Sink

Row-to-Column

Column-to-Row



Projection
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Idea #3: Replace (or not) the 
whole graph of operators
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Replace the full graph of Flink’s 
operators, fallback to Flink if something 
is not supported

Source

Filter

Sink

This way support for different operators can 
be added incrementally. 

Still executed within the TaskManager JVM 
process, relying on existing primitives like 
networking.



Source

Buffer and create 
Arrow batches

Operator
Arrow

Operator

Arrow IPC 
over network

Sink
Arrow

DataFusion

JNI

DataFusion

JNI

Arrow batches are 
created off-heap

Passing memory 
addresses





DataFusion is a batch query 
engine. How does it support 
streaming data?
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Some DataFusion Gotchas

Batches Must Flow Stable Functions
● Some built-in operators don’t emit 

empty batches.
● So queries that emit empty results 

are stuck.
● Created a customized version and 

promoted it with an optimizer rule.

● Stable functions (e.g. now()) cache 
their output per query.

● Doesn’t make sense in the 
streaming context. 

● Created customized Volatile 
functions, promoted them with an 
override.
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Iron Vector didn’t get much 
traction and I didn’t have 
enough time to properly 
open source it…
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Iron Vector didn’t get much 
traction and I didn’t have 
enough time to properly 
open source it…

But I learned a lot!
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Iron Vector didn’t get much 
traction and I didn’t have 
enough time to properly 
open source it…

But I learned a lot!
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2:05pm



Spiritual successor: 
StreamFusion

● https://streamfusion.tech 

● https://github.com/datafusion-contrib/StreamFusion 

https://streamfusion.tech
https://github.com/datafusion-contrib/StreamFusion


Questions?



Thank you
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Get in touch!
sap1ens.com 

http://sap1ens.com
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